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6 Cloud/Grid Computing 
8   On-line lecture: htt p://buchananweb.co.uk/adv/unit06 .html  

6.1 Objectives 

The key objectives of this unit are to: 

  

¶ Provide an introduction to cluster, grid and cloud infrastructures.  

¶ Define an example of grid computing, and its advanta ges. 

¶ Show an example of using a Cloud Infrastructure.  

6.2 Introduction 

The computing power of computers increases by the year, as the number of transis-

tors that can be fitted onto a piece of silicon increase. This has led to vast processing 

potential, and massive amount of local memory and storage space. Each machine, 

though, is limited in its resources, with a limit on the actual processing throughput, a 

limit on their local memory, and a limit on their storage space. The Internet, though, 

has given us access to a great deal of resources which might be local to the organisa-

tion, such as on local servers, or on remote systems. This also matches with the 

changes in architecture for systems, which have moved from thick -clients, where 

most of the resources are installed locally, towards thin -clients, where most of the 

software and data storage occurs on a remote system, and the local client is used to 

access the resources, and thus most of the computing is on the remote server. This 

type of architecture has many advantages, including making systems more robust, 

and in backing-up data on a regular basis.  

 The major recent changes have also included computers with multiple proce s-

sors, where each processor can simultaneously run a task, and even a separate 

operating system. This allows processes to be moved around a network, and find the 

computing resources required, at any given time. Thus applications, operating sy s-

tems, and even complete machines, are not actually physically tied-down to any 

specific hardware, and can thus move around the network, with fewer constraints on 

the actually running of the software. Figure 6.1 shows an example of different types 

of this distribution of processing and storage. In a clustered architecture, computers 

of the same type of operating system and architecture are brought together, with an 

interface layer which allows all the computers to be interfaced to as a single entity, 

and then the cluster management software (such as VMWare ESX) manages the re-

sources for processing and storage, depending on the resources within the cluster.  

Figure 6.1 illustrates some of the main architectures which are used to distribute the 

processing of tasks. 

 Clusters are often specialized computing infrastru ctures. An alternative to this is 

to use the resources on a wide range of computers which have resources to spare. For 

example many computers spend most of their time with a less than 5% CPU utiliz a-

tion, and could thus offer some of the spare CPU resource to another application (as 
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long as it was trusted, of course). This is the main concept behind grid computing, 

were a distributed computer can be setup, with a r ange of computer architectures 

and operating systems, and spread over a large geographical area. Normally with 

grid computing the required resou rces would be mapped to physical computers, 

which had resources free at a give time. The advantage with Cloud  infrastructures is 

that the actual resource does not need to exist, until it is actually required. In this 

way computing resources can be created, consumed and, even deleted, whenever 

they are required. In this way, a hardware, network, server, or service instance can be 

created at any given time, and then deleted when not required anymore.  

 Cluster, grid and cloud infrastructures give the opportun ity for providing co m-

puting resources as a utility, and thus provided as a pay -as-you-go service, in the 

same way that other utilities do, such as for electricity, water and gas. 
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Figure 6.1 Cluster, grid and cloud 

6.3 Grid Computing 

Grid computing involves using the computing resources from multiple domains to 

implement a given task, that might be difficult on a local computer. For example a 

grid network could be setup to brute force an encrypted fi le, using a wide range of 

computers, each which could be given a part of the key space. This type of task 

would taken a lengthy amount of time on stand -along computer, but the time taken 

can be considerably reduce if it is done on a parallel basis. It is thus key to be able to 
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split a task into a number of sub-tasks, each of which are fairly independent from 

each other, or where there is defined synchronization between the sub-tasks. For ex-

ample if we take a very simple equation:  

 

f(x) = (x2+5) × (x3+x2+1) × (4x4+7x2) 

 

We could split this into three tasks, each which could be processed independently : 

 

T1 = (x2+5) 

T2 = (x3+x2+1)  

T3 = (4x4+7x2) 

 

The result would then have to be gather back from all the processing elements to 

produce the result. 

 The distribut ed infrastructure can either be localized within an organization, or 

can be distributed across different domains, and thus create a trusted infrastructure.  

6.3.2  Grid middleware 

Grid applications are normally built around grid middleware, including the Globus 

Toolkit  (which has been used to simulate the gravitational effects of black hole coll i-

sions), NGrid, gLite (which focuses on Linux systems), and UNICORE (Uniform 

Interface to Computing Resources). For example the Alchemi framework contains a 

Manager, which runs a service on a machine on port 9000, which a client can connect 

to. 

6.3.1  Grid computing applications 

Grid computing offers an almost infinite computing resource, using clustered com-

puters which intercommunicate to perform large scale tasks, typically ones which 

involved intensive scientific, mathematical or search-type operations. In a clustered 

environment we normally have an array of closely coupled computers, which are 

constrained with a local environment, and are typically of the same type  (homogene-

ous), whereas grid computing typically uses more loosely coupled computer, which 

are often not of the same type (heterogeneous) and are often widely dispersed. Grid 

computing also differs from clustered environments, in that each instance of them  

tend to focus on the one type of application, such as for cancer drug analysis, brute 

force search for encryption keys, and so on.  

Distributed.net 

One of the most scalable applications in terms of processing is the brute force analy-

sis of encrypted text.  ÚɯÈÕɯÌßÈÔ×ÓÌȮɯÓÌÛɀÚɯÛÙàɯÈɯƚƘ-bit encryption key which gives us: 

1.84³1019 combinations (264). If we now assume that we have a fast processor that tries 

one key every billionth of second (1GHz clock), then the average1 time to crack the 

code will be: 

 

                                                      
1 The average time will be half of the maximum time  
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seconds 000,000,000,921011084.1 919 º·³³³= -

averageT 2  

It will thus take approximately 2.5 million hours (150 million minutes or 285 years) to 

crack the code, which is likely to be strong enough in most cases. Unfortunately as 

we have seen, the computing power often increases by the year, so if we assume a 

doubling of computing power, then:  

 

Date  Hours   Days Years 

0   2,500,000  104,167 285 

+1   1,250,000  52,083 143 

+2      625,000    26,042 71 

+3      312,500    13,021 36 

+4      156,250     6,510 18 

+5       78,125      3,255 9 

+6       39,063      1,628 4 

+7       19,532       814 2 

+8        9,766         407 1  

+9         4,883        203 1 

+10        2,442        102 0.3 

+11        1,221          51  0.1 

+12          611          25  0.1 

+13          306         13  0 

+14          153           6  0 

+15          77            3  0 

+16          39            2  0 

+17          20            1  0 

 

we can see that it now only takes 17 years to crack the code in a single day ! If we 

then apply parallel processing, the time to crack reduces again. In the following an 

array of 2³2 (4 processing elements), 4³4 (16 processing elements), and so on, are 

used to determine the average time taken to crack the code. If, thus, it currently takes 

2,500,000 minutes to crack the code, it can be seen that by Year 6, it takes less than 

one minute to crack the code, with a 256³256 processing matrix. 

 
Processing 

Elements 

Year 0 

(minutes)  

Year 1 

(min)  

Year 2 

(min)  

Year 3 

(min)  

Year 4 

(min)  

Year 5 

(min)  

Year 6 

(min)  

Year 7 

(min)  

1 2500000 1250000 625000 312500 156250 78125 39062.5 19531.3 

4 625000 312500 156250 78125 39062.5 19531.3 9765.7 4882.9 

16 156250 78125 39062.5 19531.3 9765.7 4882.9 2441.5 1220.8 

64 39063 19531.5 9765.8 4882.9 2441.5 1220.8 610.4 305.2 

256 9766 4883 2441.5 1220.8 610.4 305.2 152.6 76.3 

1024 2441 1220.5 610.3 305.2 152.6 76.3 38.2 19.1 

4096 610 305 152.5 76.3 38.2 19.1 9.6 4.8 

16384 153 76.5 38.3 19.2 9.6 4.8 2.4 1.2 

65536 38 19 9.5 4.8 2.4 1.2 0.6 0.3 

 

                                                      
2  9,223,372,036 seconds to be more precise 
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The ultimate in distributed applications is to use unused processor cycle s of ma-

chines connected to the Internet. For this applications such as distributed.net  allow 

the analysis of a key space when the screen saver is on (Figure 3.13). It has since used 

the method to crack a number of challenges, such as in 1997 with a 56-bit RC5 En-

cryption Cha llenge. It was cracked in 250 days, and has since moved on, in 2002, to 

crack 64-bit RC5 Encryption Challenge in 1,757 days (with 83% of the key space 

tested). The current challenge involves a 72-bit key.  

 

 

Figure 6.2 Distributed.net 

6.4 Cloud Computing 

Cloud computing is a natural extension of a range of technologies, including the use 

of cluster, virtualization and grid computing. With this services can be created and 

consumed when they are required, including processing , storage and authentication 

services, each of which can be integrated to create software-as-a-software (SaaS). The 

major advantage of this is that users to not actually need, at any specific time, where 

the resources are, and how to consume them. The services themselves can be services 

actually currently running on a server, or can be a virtualized version. Many applic a-

tions which consume the cloud infr astructure are based around a Web or a console 

interface. 

 The key characteristics of Cloud Computing are (Src: NIST): 

 

¶ On-demand self-service 

¶ Ubiquitous network access 

¶ Location independent resource pooling  

¶ Rapid Elasticity  

¶ Measured Service 

6.4.1 Cloud abstraction 

The interface to the Cloud can happen at a number of levels: 
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¶ Hardware as a Service (HaaS). At the lowest level hardware can be provided as a 

service, such as for the provision of a cluster, which can reduce the investment in 

capital and operation, while increasing the reliability of the infrastructure.  

¶ Infrastructure as a Service  (IaaS). This involv es creating an infrastructure for the 

application, such as in provide the basic infrastructure for servers required for an 

application. This includes processing, storage, networks, and other basic comput-

ing resources, which are under the control of the user. Figure 6.4 illustrates IaaS, 

and shows the integration with Amazon Web services.   

¶ Platform -as-a-Service (PaaS). This layer provides a hooks for APIs which can be 

used to build applications, such as integrating security, defining the user inte r-

face, and providing a data storage service. Figure 6.5 illustrates PaaS, and show 

the integration with Microsoft Azure, Google Application Engine and Amazon 

EC2. This layer supports the deployment of a consumer-created application into a 

cloud infrastructure using standard tools such as Java, Python, and .Net). 

¶ Software -as-a-Service (SaaS). This layer provide the software application directly 

to the user, who can then customize it as they require. It includes applications 

such as Google mail, Twitter, Hotmail, and so on. 
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Figure 6.3 Cloud abstraction layers 
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Figure 6.4 IaaS 
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Figure 6.6 SaaS 

6.5 Amazon Web Services 

Amazon are one of the most advanced providers of Web services. This includes: 

 

¶ Amazon Elastic Cloud Compute  (Amazon EC2). This is the core of the Amazon 

Cloud, and provides a Web services API to create, manage and delete virtual 

servers within the Amazon Cloud. This includes US and European data centres, 

and uses the Xen hypervisor for the management of the servers. 

¶ Amazon Simple Storage Service  (Amazon S3). This provides data storage with 

web services through APIs. It differs from normal filesystems in that it does not 

have a hierarchal structure. Instead it uses buckets, which are unique namespaces 

across all of the Amazon customers. It is thus not a filesystem, and is a Web ser-

vice, thus applications need to be written which specifically store data into the S3 

Cloud.  

¶ Amazon CloudFront . This allows content to be placed close to the places where it 

is to be consumed, the content thus gets moved to the edge of the cloud to sup-

port rapid delivery of content.  

¶ Amazon Simple Queue Service  (Amazon SQS). This supports a grid infrastru c-

ture, where message can be passed to a queue, and then consumed by any 

subscribers. 

¶ Amazon Simple DB . This produces a mixture of  structured data storage with the 

reliability of a traditional database.  
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6.5.1 Amazon E3 

Amazon E3 uses buckets to store data. Initially a bucket is created with (in this case 

the bucket is bill.bucket) : 

 

s3cmd mb s3://bill.bucket  

 

where the name of the bucket which should be unique across the Amazon Cloud. 

The bucket can then be listed with: 

 

s3cmd ls  

s3cmd ls s3://bill.bucket/  

 

Next an object can be copied to the bucket with: 

 

s3cmd put myfile.mp3 s3://bill.bucket/myfile.mp3  

 

and got back with:  

 

s3cmd get s3:// bill.bucket/myfile.mp3 myfile.mp3  

 

and finally to delete an object from a bucket, and to delete the bucket we have: 

 

s3cmd delete s3://bill.bucket/myfile.mp3  

s3cmd r b s3://bill.bucket  

6.5.2 Amazon EC2 

Amazon EC2 provides an excellent PaaS, and allows for the creation of data storage, 

virtual images, and so on, on a pay-per-usage basis. It initially creates a predefined 

AMI (Amazon machine image), which can be then customized to the given requir e-

ment. The storage can then be tied to the virtual image (that is deleted when the 

virtual server is deleted), or can be done as block storage, which will exist even when 

virtual images are deleted.  

 Figure 6.8 shows an example of a user creating a Windows 2008 virtual image. In 

this case the public DNS given is defined as: 

 

ec2 - 204 - 236 - 199 - 96.compute - 1.amazonaws.com  

 

and this can be connected to by the Remote Desktop to allow access to the server im-

age, such as with: 
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Figure 6.7 Remote connection to the virtual image 

 

 

Figure 6.8 EC2 example 

 

The remote desktop is then viewed, as in Figure 6.9. The user may then want to cre-

ate an IIS server, and this is created, in Windows 2008 with an Add Role, and IIS Web 

Server. After this the http://localhost  will work on the virtual image, but there will be 

no external Web access. This is because the virtual image is firewalled so that there is 

not external access. Figure 6.10 shows that HTTP access can then be enabled for port 

80. Once this is setup, the Web server can then be accessed with: 

 

http://ec2-204-236-199-96.compute-1.amazonaws.com 

http://localhost/
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Figure 6.9 Amazon EC2 virtual image 

 

 

Figure 6.10 Enabling HTTP access 

6.6 Installing EC2 and S3 command tools 

In Ubuntu, t he S3 command tools are installed with: 

 
napier@ubuntu:~$ sudo apt - get install s3cmd  

 


